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Abstract

The World Wide Web, which has started as a document

repository, is rapidly transforming to a full fledged virtual

environment that facilitates services, interaction, and com-

munication. Under this light, the Semantic Web and Web

2.0 movements can be seen as intermediate steps of a natu-

ral evolution towards a new paradigm, the 3D Internet. We

provide an overview of the concept 3D Internet and discuss

why it is a goal worth pursuing, what it does entail, and

how one can realize it. Our goal in this paper is to discuss

a research agenda and raise interest in networking, security,

distributed computing, and machine learning communities.

We explore first the motivation for the 3D Internet and the

possibilities it brings. Subsequently, we investigate the spe-

cific system level and research challenges that need to be

addressed in order to make the 3D Internet a reality.

1 Introduction

The Internet is evolving to become the de-facto cy-

berspace or virtual environment facilitating communication,

business, and entertainment on a global scale. On the other

hand, metaverses or virtual worlds such as Second Life (SL)

or World of Warcraft (WoW) are much younger when com-

pared to other Web technologies. Today, the success and

momentum of virtual worlds are undeniable. The market

for MMOGs is estimated to be worth more than one billion

US dollars and such metaverses are fast becoming ”signifi-

cant platforms” in the converged media world according to

some analysts. Virtual worlds are increasingly seen as more

than game and interpreted within a business context rather

than entertainment. The view that metaverses will play a

significant role in the future is shared by many researchers

and professionals in the field. Among them are the partici-

pants of the metaverse roadmap (MVR) who aim to explore

multiple pathways to the 3D enhanced web [2], the Croquet

Consortium [1], as well as the VRML and X3D communi-

ties.

We envision a 3D Internet which will be to 2D graph-

ical user interface (GUI) and Web of today what 2D GUI

and World Wide Web (WWW) were to command line in-

terface (CLI) and gopher two decades ago. While the con-

cept seems incremental in the sense that it merely adds 3D

graphics to the current Web, it is in fact revolutionary for

it provides a complete virtual environment that facilitates

services, interaction, and communication. From this per-

spective, the 3D Internet can be seen as the evolutionary

end point of ongoing efforts such as Web 2.0 and Semantic

Web.

Our objective in this paper is to define the 3D Internet

concept and discuss why it is a goal worth pursuing, what it

does entail, and how one can realize it. Along with its enor-

mous potential the 3D Internet also opens many research

challenges in order to become a reality. Metaverses have

recently caught the attention of gaming, advertisement, 3D

design, and performing arts communities among others.

However, it is difficult to claim that the same level of in-

terest has been raised in the areas of networking, machine

learning, and distributed computing. Without overcoming

these engineering challenges and making a business case

to stakeholders the 3D Internet is destined to be an aca-

demic exercise and remain in the realm of science fiction; a

fate experienced by many initially promising concepts such

as artificial intelligence or virtual reality. We discuss in

the next section why stakeholders such as communication

and computing companies, research institutions, and online

businesses should be interested and participate in the 3D In-

ternet. In Section 3, we present an example architecture as a

starting point for the 3D Internet. Section 4 summarizes the

engineering challenges and explores research directions in

various fields. The paper concludes with remarks in Section

5.

2 3D Internet: Why?

One of the often heard arguments against the 3D Internet

is in the form of the question “why do we need it?” For most

of its users the Internet is a familiar, comfortable medium



where we communicate with each other, get our news, shop,

pay our bills, and more. We are indeed so much used to

and dependend on its existence that we don’t think about

its nature anymore just like we do not think about Ohm’s

law when we turn on the lights. From this perspective what

we have, i.e. the 2D version, seems “sufficient” and the 3D

Internet is yet another fad. However, if we stop and think

about the nature of the Internet for a moment we realize that

it is nothing but a virtual environment (cyberspace) where

people and organizations interact with each other and ex-

change information. Once this fact is well understood, the

question can be turned on its head and becomes “why do we

restrict ourselves to 2D pages and hyperlinks for all these

activities?”

Navigating hierarchical data structures is often cumber-

some for large data sets. Unfortunately, the Internet as

we know is organized as a flat abstract mesh of intercon-

nected hierarchical documents. A typical 2D website is

an extremely abstract entity and consists of nothing but a

bunch of documents and pictures. Within the website, at

every level of the interaction, the developers have to pro-

vide the user immediate navigational help. Otherwise, the

user would get lost sooner or later. Since this is a very ab-

stract environment, there is no straightforward way of pro-

viding a navigation scheme which would be immediately

recognizable to human beings. The situation is not any bet-

ter when traveling between websites. Although the domain

name system is somewhat helpful, using the web today is

no different than reading a telephone directory. Given the

current situation the term web surfing is rather appropriate

as we have no control over where the web takes us with

the next click. This has profound implications such as the

reliance on back button in browsers which tantamounts to

admitting that navigating on the web is no different from a

random walk. Another consequence is the emergence of

search engines as a fundamental element of the Internet.

It is no surprise that Google is the most powerful Internet

company of our times.

There is actually a much better alternative way of orga-

nizing data which everybody knows and uses. We spend all

our lives in a 3D world navigating between places and or-

ganizing objects spatially. We rarely need search engines

to find what we are looking for and our brains are naturally

adept at remembering spatial relationships. Let us consider

the following fictitious scenario on the 3D Internet. Instead

of a flat 2D desktop I can put my documents on my desk

at home, where documents, desk, and home are ”virtual”

entities that are 3D representations of real-world counter-

parts with spatial relationships. Later, when the need of

finding these documents arises, there is a high probability

that I can easily remember their location without resorting

to additional processes such as search engines or a “recent

documents” folder.

Obviously, it is very difficult -if not impossible- to real-

ize this scenario on the current Internet. We are there like

2D creatures living on flat documents not knowing where

we are or what is next to us. We teleport constantly from

one flat surface to another, each time getting lost, each time

asking for directions or help. In contrast, the ease of use and

intuitiveness of 3D GUIs are an immediate consequence of

the way our brains work, a result of a long evolutionary

process ensuring adaptation to our world. Although the 3D

Internet is not a solution to all problems, it provides an HCI

framework that can decrease mental load and open doors to

rich, innovative interface designs through spatial relation-

ships. Another important point is the Webplace metaphore

of the 3D Internet which enables interaction between peo-

ple in a natural way. In this sense, the 3D Internet can be

seen as a natural successor of Web 2.0.

The metaverses such as SL can be considered as pioneer-

ing precursors of the 3D Internet. Yet, they already indicate

its significant business opportunities. Not only existing on-

line businesses would benefit from the inherent interactive

nature and spatial HCI paradigms of the 3D Internet but also

a whole range of businesses such as fashion, real estate, and

tourism can finally start using the Internet effectively. We

expect that the possibility of providing faithful 3D repre-

sentations of products and services will have revolutionary

effects on online business to business and business to cus-

tomer commercial activity. From virtual “try before buy” to

“interactive shopping” the commercial potential of the 3D

Internet is enormous.

3 3D Internet: What?

We present and discuss a 3D Internet architecture as an

illustrative example. It shares the time-tested main princi-

ples and underlying architecture of the current Internet as

well as many semantic web concepts. The operational prin-

ciples the 3D Internet shares with its predecessor include

open and flexible architecture, open protocols, simplicity at

the network core, intelligence at the edges, and distributed

implementation. A simple graphical depiction of the pro-

posed 3D Internet architecture is provided in Figure 1. We

adopt here the terms universe, world, and webplace as 3D

counterparts of WWW, website, and subdomain, respec-

tively. We describe each components’ functionality briefly

below:

World servers: provide user- or server-side created,

static and dynamic content making up the specific webplace

(3D environment) including visuals, physics engine, avatar

data, media, and more to client programs. A world server

has the important task of coordinating the co-existence of

connected users, initiating communication between them,

and ensuring in-world consistency in real time. They may

also facilitate various services such as e-mail, instant mes-



Figure 1. A graphical depiction of the proposed 3D Internet architecture.

saging, and more.

Avatar/ID servers: virtual identity management sys-

tems containing identity and avatar information as well as

inventory (not only in world graphics but also documents,

pictures, e-mails, etc.) of registered users and providing

these to individual world servers and relevant client pro-

grams (owner, owner’s friends) while ensuring privacy and

security of stored information. Avatar/ID servers can be part

of world servers.

Universe location servers: virtual location management

systems similar to and including current DNS providing vir-

tual geographical information as well as connection to the

Internet via methods similar to SLurl. They can also act as a

distributed directory of the world, avatar servers and users.

Clients: browser-like viewer programs running on users’

computers with extensive networking, caching, and 3D ren-

dering capabilities.

Additional components of the 3D Internet include web-

places (replacing websites) and 3D object creation/editing

software, i.e. easy-to-use 3D modeling and design pro-

grams such as Sketch-Up and standardized mark-up lan-

guages and communication protocols. Emergence of new

software and tools in addition to the ones mentioned should

naturally be expected.

4 3D Internet: How?

4.1 Networking and Distributed Comput-
ing

The conventional web caching approaches will not be

adequate for the needs of the 3D Internet environment con-

sisting of 3D worlds, which may be hosted on different

servers. One challenge stems from the fact that avatars con-

tain significantly more information about the user who is

visiting a 3D world than cookies do about a 2D web site

visitor. For instance, avatars contain information about ap-

pearance (e.g. height, clothing) and behavior (e.g. visible,

open for conversation). As avatars move between worlds,

caching will be needed in server-to-server interactions to

enable fast and responsive transition between worlds. This

will be intensified by avatars carrying objects (e.g. a bicy-

cle) or virtual companions (e.g. a virtual dog) with them,

which will require the transfer of large volumes of informa-

tion in a short time when changing world.

Another challenge is related to the fact that some vir-

tual objects or companions are essentially not static docu-

ments but running programs. They have code that defines

how they react to certain inputs, and they have a partly au-

tonomous behavior. Thus, when an avatar and its compan-

ions move to a world, the world server (or servers) needs

to execute the corresponding code. This raises a number of

interesting research problems: how can we safely run po-

tentially untrusted code (for instance, when the virtual com-

panions are user-generated and custom built)? How will the

economics of such transactions be handled? How can we

move running code between different world servers without

fatally disrupting its execution? Platforms will be needed

that allow the dynamic deployment of potentially untrusted

computation at globally dispersed servers, in a fast, secure

and accountable manner [6].

4.1.1 Latency Minimization

As the 3D Internet will increase the reliance on graphics and

interactivity, it will be crucial that the latency that clients



observe when interacting with servers is minimized. It has

been known from existing implementations such as SL that

high latency incurs low responsiveness and reduced user

satisfaction. Therefore, the network has to be designed in-

telligently to overcome these challenges.

We propose a hybrid peer-to-peer (P2P) approach to re-

duce server load and ensure scalability of the 3D Internet

infrastructure. It consists of three types of communica-

tions: client to server (C2S), server to server (S2S) and

client to client (C2C) each with different latency and band-

width requirements. C2S communications (see Figure 1

red lines) are bandwidth limited, frequently updated, and

synchronous. Location and activity data as well as use

of in-world services will spend substantial amount of re-

sources both at the client and world servers. The avatar/ID

server-client C2S communications (dash-dotted gray lines)

are less frequent and asynchronous. As an optimization,

some portion of this communications can be pushed to the

backbone by facilitating S2S links between ID and world

servers (solid gray lines) triggered by clients and through

intelligent caching. Additional S2S communications will

also take place on the backbones. The S2S in the case of

universe location servers (dotted gray lines) are expected to

be relatively low load.

Improving server independent C2C (P2P) communica-

tion is one of the main solutions to the scalability prob-

lems. One example is the information about avatars in the

same space, which can be communicated more efficiently

if exchanged directly between the avatars’ hosts, instead of

through a central server. When the user moves around other

avatars can send their information as well as of others within

the range in a P2P fashion as depicted in Figure 2. For ex-

ample, the avatars in circle L1 can send information about

the ones in L2 and they in turn about L3 as a dynamic intel-

ligent caching scheme.

4.1.2 Security and Trust

There is an array of alternatives for enabling the seamless

and transparent authentication of users, avatars, and other

objects in the 3D Internet world. The Single Sign On con-

cept envisages users logging in only once, for example on a

web page of an on-line service, and visiting further services

or web-based applications without the need to log in again.

The user can thus experience an unhindered, seamless usage

of services. The key concept behind Single Sign On is fed-

eration, denoting the establishment of common references

between accounts or identities in different repositories or

services. Microsoft Passport1 as well as several other sys-

tems have been developed based on this concept [9]. Earlier

on, role based access control (RBAC) had been devised to

allow authentication not based on user identities, but rather

1http://www.passport.com

Figure 2. A P2P communication scheme on a

world in the 3D Internet.

based on the class (or classes) they belong to. The stud-

ies [5,8] are closer to the 3D Internet paradigm as they focus

on challenges imposed by applying RBAC to open, large-

scale systems. Attribute-based access control makes access

control decisions based on user attributes and their combi-

nations, allowing more fine-grained access control. Driven

by the users’ growing privacy concerns regarding the han-

dling of their authentication information, user-centric iden-

tity management approaches such as CardSpace2 have re-

cently gained popularity. These go beyond the federation

concepts to allow individual users to retain full control over

their own identity management, without requiring the pres-

ence of an external provider.

4.2 Intelligent Environments

Emerging fields such as ubiquitous computing and ambi-

ent intelligence draw heavily from adaptive and intelligent

algorithms. They are concerned with computing and net-

working technology that is unobtrusively embedded in the

everyday environment of human users. The emphasis is on

user-friendliness, efficient and distributed services support,

user empowerment, and support for human interactions. All

this assumes a shift away from desktop or portable comput-

ers to a variety of devices accessible via intelligent inter-

faces. The 3D Internet, which is a virtual ubiquitous com-

puting environment, provides the perfect testbed for devel-

oping these ideas and emulating them in realistic 3D set-

tings with real users.

2http://msdn.microsoft.com/webservices/

infocard/



4.2.1 Intelligent Services

In the case of the 3D Internet, the concept of intelligent en-

vironments naturally extends to underlying communication

protocols and enabling services as well as to user centered

services. Given its inherent P2P nature, the 3D Internet can

make use of paradigms such as intelligent routing where

mechanisms being aware of the network topology and infor-

mation structure allow for flexible and context-dependent

distribution of traffic [7]. As in the real world, one could

think of adaptive algorithms that control traffic flow depend-

ing on the time of day, user-behavior patterns, or a variety

of global and local events.

Since the 3D Internet provides an environment that

closely resembles the physical world, it calls for intelligent

interfaces that extend the conventional desktop metaphors

such as menus and sliders. This may include speech- and

gesture recognition, but also implies interaction with vir-

tual objects and tools inspired by things existing in the real

world. Learning and ambient intelligence on this level will

then have to be concerned with typical usage patterns, an-

ticipations of user activities, and convincing simulations.

In terms of user-centered services, it is not hard to imag-

ine applications of machine learning that would facilitate

social interaction of users as well as increase usability of

core functionalities of the virtual environments on the 3D

Internet. Examples of such services are recommender sys-

tems for e-commerce or social networking that rely on col-

laborative filtering. Based on user provided ratings or an

analysis of typical usage patterns, goal directed, intelli-

gent searches [3] and recommendations are possible. This

of course facilitates personalization of individual users’

avatars and improves multimedia-information retrieval.

4.2.2 Intelligent Agents and Rendering

In order to increase the users’ acceptance of services like

the ones just mentioned, they will not just have to be per-

sonalized but also be presented and and accessible in a way

users will consider natural. This leads to the problem of

modeling artificial agents and avatars [10] that act life-like

and show a behavior that would be considered natural and

human-like. First attempts in this direction have already

been made in the context of computer games. Here, ma-

chine learning has been shown to provide an auspicious av-

enue [4]. The network traffic generated by a group of people

playing a multiplayer game contains all the data necessary

to describe their activities in the virtual game world. Sta-

tistical analysis of this traffic and a derivation of a gener-

ative model therefrom allows for implementing agents that

are perceived to act more human-like. Corresponding ap-

proaches can be applied to improve on the quality of virtual

clerks and information personnel.

5 Conclusion

We have provided an overview of the concept 3D Inter-

net and discussed the motivation behind it as well as the spe-

cific research directions in the fields of networking, security,

distributed computing, and machine learning. We believe

that at this point in time we are facing a unique opportunity

for the evolution of the Internet towards a much more ver-

satile, interactive, and usable version: the 3D Internet. The

emerging 3D applications and desktop paradigms, increas-

ingly interactive nature of the Web 2.0, the Semantic Web

efforts, widespread availability of powerful GPUs, popular-

ity of novel input devices, and changing demographics of

Internet users towards the younger, computer-literate gener-

ations, all provide the basis for the 3D Internet (r)evolution.

The hype surrounding metaverses (especially SL) should be

seen under this light and taken as an indicator of the fact

that many businesses are aware of the 3D Internet’s poten-

tial. However, to make the 3D Internet a reality it is nec-

essary and important to start and continue multidisciplinary

research.
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